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Summary
The problem of determining marginal costs associated to heavy vehicles’ in-
volvement in traffic accidents can be factored into two subproblems: one of
determining the rate with which various trucks are involved in accidents and
one of evaluating the with an accident associated consequences. We focus here
entirely on the first aspect, and suggest a full probability modelling approach
in order to estimate the accident rates of various types of trucks. This ap-
proach allows us to jointly account for information obtained from the Swedish
police-reported accident register, the Swedish vehicle register, the register of
the annually roadworthiness inspection, and the sample survey ‘Transports
by Swedish Trucks in Sweden’. This survey contains important information
about the exposure of various types of vehicles.
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1 Introduction
Any vehicle participating in traffic can be involved in an accident with severe
monetary and non-monetary consequences for the involved individuals as well
as society as a whole (Elvik 2000). How likely it is that a vehicle causes such an
event depends partly on the hardware (e.g. state of the breaks), on the driver
(e.g. driving behaviour), on the total distance driven, on the particular traffic
situation during operation, and partly on factors largely outside the control
of the owner or driver of the vehicle (e.g. blowing tire due to manufacturing
error). Also, a vehicle might be involved in an accident without causing it.
The consequences given an accident depend on the type of vehicles involved

as well as the particular circumstances. Some of these consequences are taken
into account by the owner or driver of a vehicle, and are thus internal to the
system (e.g. property damage regulated by an insurance system). However,
other consequences are external (Elvik 1994). Complete assessment of the
external marginal costs requires an assessment of the likelihood that particular
accidents occur as well as an evaluation of their monetary effects.
This paper focuses on a strategy to derive the rates of various heavy-

vehicles being involved in accidents, and is not concerned with the latter
aspect. Also, we are not concerned with identifying accident causes, but
merely interested in the rate of the occurrence of accidents.
The strategy we outline below consists of two stages. First, a full proba-

bility model is formulated which ‘explains’ the observed accidents by relating
their distribution to truck type, truck usage, the traffic environment a truck
operates in, and a truck’s exposure in that environment. Second, it is de-
scribed how quantities of interest can be derived from this model.
The remainder of this paper is organised as follows. Section 2 describes

briefly the idea of marginal costs in the context of heavy-vehicle accidents.
Our tentative model for analysing accident rates is described in some detail in
Section 3, including a presentation of the available data as well as accounting
for aspects of evaluating the model. Section 4 makes explicit which role the
described full probability model has in the context of marginal cost estimation.
Furthermore, Section 4 describes some of the limitations of the approach,
some of which are due to the particular data which is available, and some of
which are due to the procedure of estimating marginal risks from empirical
observations. These latter limitations are shared by all approaches which
use empirical observations from a current environment but are nevertheless
intended to govern decision making which aims at altering the status quo.
Section 5 concludes the paper.
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2 Marginal costs
We take the idea of marginal costs associated to heavy-vehicle accidents quite
literally: they are the expected costs associated to a particular heavy-vehicle
operating on a particular road in a particular traffic environment. Some of
these costs are internal, such as the expected costs of a wide variety of property
only damage, which are covered by private insurance. These costs can be
assumed to be taken into account for a particular trip. However, other costs
are external (Elvik 1994) and therefore not accounted for by the one who
makes the transport decision.
Basic economic theory suggests that external costs distort the allocation

of resources, but that full marginal cost pricing leads to an efficient use of
the transportation system. For a variety of reasons, which’s discussion is
beyond the scope of this paper, full marginal cost pricing is not possible in
the transportation system as it currently exists in Sweden and elsewhere.
However, marginal cost pricing can be applied to a much larger extend as

is currently the case, and modern information technology such as tracking of
vehicles via the global positioning system, could be used to refine the tool of
marginal cost pricing.
The endeavour of determining (expected) marginal costs with respect to

accidents can be factored in two separate issues: the determination of the
marginal risk that a vehicle will, during a particular journey, be involved in a
variety of accidents with subsequent consequences, and the economical eval-
uation of these consequences. We will focus entirely on the determination of
the marginal risks, thus focusing deliberately on only one part of the problem.
For the time being, we will only consider the occurrence of accidents as

such, and do not facilitate the model in order to simultaneously estimate the
kind of accidents which result from the various combinations of trucks and
traffic environments.
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3 Full probability modelling

3.1 Basic idea

The basic idea behind the model is the following. Trucks are of various types
and fulfil particular needs. They operate in various traffic environments and
are occasionally involved in accidents. The rate of their involvement depends
partly on their exposure in the environments they are operated in and partly
on the kind of truck. Basically, a truck is operated in a particular way in a
particular environment, where the type of truck determines the way it operates
and the purpose for its operation determines the environment it operates in.
The model utilizes the following ideas:

1. Trucks which fulfil similar needs tend to operate in similar traffic en-
vironments, even though they may operate in these environments to
differing extent.

2. Trucks which are of similar construction tend to be operated in a similar
way given a particular environment.

Our model building strategy is as follows. We formulate a full probability
model which relates the occurrence of an accident in a particular traffic envi-
ronment to the type of heavy vehicle and its exposure in traffic, as well as to
an unobservable accident rate (defined below). Because we observe accidents
and we partially observe the exposure in traffic, the model allows us to derive
the marginal distributions of the accident rates given the accidents and the
(partially known) exposure. These rates can then be taken as a basis for cal-
culating the expected frequency that a particular vehicle will be involved in
an accident for any particular journey under consideration.

3.2 Available data

We intend to use the following data for modelling the accident rates associated
with particular trucks:

• The overall exposure of a truck is obtained from the mandatory an-
nual roadworthiness inspection conducted by the Swedish Bilprovning.
This data provides the total number of kilometres each truck exposed
itself during two successive inspections. The times of the two inspec-
tions varies with the trucks, as does the embraced time period between
inspections, even though this period is roughly one year.

• The number of accidents a truck was involved in during the period em-
braced by the two successive roadworthiness inspections is retrieved from
the register of police-reported accidents. Also, information about the
type of traffic environment in which the accident occurred is obtained
from this source.
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• Information about the type of all in Sweden registered heavy-vehicles
is obtained from the vehicle register. Furthermore, we intend to use a
vehicle’s coachwork to group vehicles together which can be expected to
be used for similar purposes.

• Information about how vehicles for various purposes are used are ob-
tained from the sample survey “Transports by Swedish Trucks in Swe-
den” (referred to by its Swedish acronym UVAV). In the tentative model
described below, only information about the proportions of the total
driven distance in the various traffic environments are used. A baseline
estimate of these proportions together with their variability is used as
prior information for the exposure of a single vehicle.

It will be necessary to define a traffic environment ‘abroad’, because acci-
dents occurring abroad are not registered in the Swedish accident register, but
contribute nevertheless to the total distance recorded in the roadworthiness
inspections. Also, UVAV is only concerned with domestic traffic by in Sweden
registered vehicles. Thus, a type of vehicles which does not show up in the
accident register might be a type which (i) has low total driven distance, (ii)
is to a large extend used abroad, and/or (iii) has a low accident rate (defined
below).
Furthermore, only trucks are included which show up at two successive

roadworthiness inspections (within a wider time frame). This constitutes some
informative censoring of the data, because among the trucks which do not
show up at the second inspection are those who were demolished in accidents.
The accident register should therefore be checked for all vehicles inspected
at the first inspection. The full probability modelling approach described
below allows for the possibility that even those trucks only inspected once
are included in the model (by means of modelling the missing data). Also,
the problem that vehicles newly registered at the ‘second inspection’ are not
contained in the data needs attention, since these tend to be the most modern
trucks, which might be considered to be systematically different with respect
to accident rates.
The classification of trucks into different types should be oriented towards

what is judged to be practical for potential marginal cost pricing. Also, the
coachwork is only an indication of how the vehicle is used in practice. It is
therefore reasonable to group the large number of codes for the coachwork
into a moderate number of sensible subgroups. This grouping should be done
in accordance with the definitions applied in the UVAV-survey.

3.3 Structure of the model

First, we have to introduce some notation. Let the population of all heavy
vehicles consist of N elements labelled i = 1, . . . , N , {v1, . . . , vi, . . . vN}. For
simplicity, we let the ith element be represented by its label i. Thus, we denote
the finite population as V = {1, . . . , i, . . . , N}.
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Each i ∈ V belongs to one and only one of k = 1, . . . , nK types of vehicles
Kk, each of which has nKk

members (thus
PnK

k=1 nKk
≡ N). One might e.g.

define three types of vehicles: light trucks/vans, combination unit trucks, and
single unit trucks. This classification will be based on information retrieved
from the vehicle register.
Furthermore, each i ∈ V belongs also to one and only one of u = 1, . . . , nU

dominating usage type groups Uu, each of which has nUu members (thusPnU
u=1 nUu ≡ N). Just as the collection of Kk, the collection of Uu form a

partition of V, but this partition may or may not be a refinement of the par-
tition generated by {Kk}. The dominating usage group might e.g. be timber
transportation, cold food transportation and so on, and is derived from the
coachwork code given in the vehicle register.
The exposure of a vehicle can be to j = 1, . . . , nJ different traffic environ-

ments Jj, where traffic environment comprises both traffic and infrastructure
conditions.
To summarize, each vehicle i which exposes itself in traffic environment j,

is of some kind k, and used for some purpose u. By construction, k and u are
functions of i, but we will suppress the more accurate notation k(i) and u(i)
in order to keep indexing as simple as possible.
The basic building block in our model is the assumption that the number

of accidents a single truck i is involved in in traffic environment j under a given
exposure, yij, follows a Poisson distribution with intensity λij, Poisson(λij),
which is unique to that particular truck, i.e.

p(yij|λij) = 1

yij !
λ
yij
ij exp{−λij} . (1)

The intensity parameter λij can be thought of as being the product of the
rate for that truck being involved in an accident in a particular traffic envi-
ronment and the exposure of that truck to that very same traffic environment.
We define the rate as being a quantity which manifests itself–but is by no
means equal to–the average number of accidents the vehicle is involved in per
given unit of exposure. We will denote this (unobservable) rate with ρ. The
exposure, which we will denote by e, is in principal observable, but is typi-
cally unknown for a particular truck. Thus, also the exposure is an unknown
quantity and is formally handled the same way as an unobservable parameter,
despite the fact that we follow the practice of denoting parameters with Greek
letters and variables with Roman letters.
We stipulate the following structure on the model. The accident rate

depends on the type k of the truck and the traffic environment j, and we
denote it therefore by ρkj. The exposure of truck i is determined by the
number of kilometres truck i is operating in traffic environment j, and we
denote this exposure by eij. Thus, we can decompose the accident intensity
for each truck i in traffic environment j as

λij = ρkjeij. (2)

We will primarily be interested in the ρkj, because these quantities reveal if a
certain type of truck is riskier to operate than other types, either in general or
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in particular traffic environments. Because we wish to extract knowledge of ρkj
from the available data, we will choose a vague (but proper) prior distribution
for the ρkj, e.g. the two parameter Gamma distribution

p
¡
ρkj|α, β

¢
=

βα

Γ(α)
ρα−1kj exp

©−βρkjª . (3)

Note that this Gamma distribution, Gamma(α, β), is parameterized in terms
of a shape parameter α > 0 and an inverse scale parameter β > 0.
As already mentioned, eij is not observed. However, the total number of

kilometres a truck has been operated, ei, is known. Furthermore, we assume
that the proportion θ a truck has been operated in traffic environment j
is common to all trucks of usage type u, and we highlight this by writing
θuj. Thus, eij = θujei, where we recall that every truck i is associated to
one and only one dominating usage type u. We model the exposure ei =
(ei1, . . . , eij, . . . , einJ ) of truck i of usage u in traffic environment j by the
multinomial distribution, Multinomial(ei; θu1, . . . , θunJ ), given by

p(ei|ei, θu1, . . . , θunJ ) =
µ

ei
ei1 ei2 · · · einJ

¶
θei1u1 θ

ei2
u2 · · · θeinJunJ , (4)

where eij = 0, 1, 2, . . . , ei (subject to
PnJ

j=1 eij = ei), and θuj ∈ [0, 1] withPnJ
j=1 θuj = 1.
The proportions θu = (θu1, . . . , θunJ ) are unknown, and we model this by

assigning to them a Dirichlet prior-distribution, Dirichlet(δu1, . . . , δunJ ), given
by

p(θu|δu1, . . . , δunJ ) =
Γ(δu1 + · · ·+ δunJ )

Γ(δu1) · · ·Γ(δunJ )
θδu1−1u1 · · · θδunJ−1unJ , (5)

where δuj > 0. Let δu0 ≡
PnJ

j=1 δuj, so that δuj/δu0 is the prior proportion that
a truck belonging to usage type u is operated in traffic environment j (with
prior variance (δuj (δu0 − δuj)) /

¡
δ2u0 (δu0 + 1)

¢
by property of the Dirichlet

distribution1).
The prior proportions δuj/δu0 might be chosen to reflect vague information

about the proportions of interest. However, we intend to use these prior pro-
portions to add substantial information derived from the relatively powerful
information provided by the UVAV-survey.
We have now a complete statistical model, which ‘explains’ the number of

accidents we observe by relating their distribution to truck type, truck usage,
the traffic environment a truck operates in, and a truck’s exposure in that
environment. Figure 1 shows a representation of this model as a directed
acyclic graph (DAG).
Each quantity in the model appears as a node in the graph, and directed

links correspond to direct dependencies. Solid arrows represent probabilistic
dependencies, whereas dashed arrows indicate functional (deterministic) de-
pendencies. These functional dependencies are included to simplify the graph
but are collapsed over when identifying probabilistic relationships.

1The Dirichlet distribution is a multivariate generalisation of the beta distribution, and
is conjugate to the multinomial, just like the beta is to the binomial.
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Figure 1: DAG-representation of the tentative model.

There are three types of nodes: double rectangles represent quantities
which are under the control of the analyst and assumed fixed in the analysis
(in our case only the hyperparameters set by the analyst), single rectangles
represent observed data, and circles represent unknown quantities.
Such a graphical representation can be interpreted in itself with respect

to the conditional independence structure, see Whittaker (1990). We shall
not follow this aspect here, but instead exploit the fact that every DAG in
conjunction with the probabilistic relationships between directly dependent
quantities does define a likelihood for the whole model (Lauritzen 1996). The
likelihood terms in the model (‘parents-child’ relationships and prior distrib-
utions on the nodes without parents) are in summary:

yij ∼ Poisson(λij) , (6)

λij = ρkj eij, (7)

ρkj ∼ Gamma(α, β) , (8)

eij ∼ Multinomial(ei; θu1, . . . , θunJ ) , (9)

[θu1 · · · θunJ ]T ∼ Dirichlet(δu1, . . . , δunJ ) , (10)

where ‘∼’ means ‘is distributed as’, and the superscript T indicates the trans-
pose of a vector. For properties of the above distributions, see e.g. Gelman
et al. (1995). Thus, Figure 1 together with the relationships (6) to (10) defines
a full probability model with readily available likelihood.

3.4 Estimation of the model

The DAG presented in Figure 1 not only defines a likelihood, but also outlines
a strategy for sampling from the posterior distribution associated with the full
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probability model. The essential step is to derive all the full conditional dis-
tributions (Gilks 1996) in order to implement the Markov chain Monte Carlo
algorithm (Brooks 1998) known as the Gibbs-sampler (Casella and George
1992; Robert and Casella 1999). The full conditional distribution of an un-
known quantity will only depend on terms connected to that quantity in a
parent- or child-relationship (after the DAG is collapsed over deterministic
relationships), and will be independent of any other quantities in the model
conditional on its parents and children.
When the full conditional distributions are of standard form, sampling

is straightforward using well established algorithms for these common dis-
tributions (Fishman 1996). Also, algorithms for sampling from log-concave
non-standard distributions are readily available (Gilks 1992; Gilks and Wild
1992). Even other distributions can be sampled from, e.g. using slice-sampling
(Neal 1997; Neal 2000), but computational efficiency might become a concern
in these cases.
Using Gibbs-sampling for estimating models is well established by know

(Gilks et al. 1996). However, convergence of the sampler is to be monitored
carefully using e.g. the techniques described in Robert and Casella (1999).
The tentative model described by Figure 1 together with relationship (6)

to (10) does not contain peculiarities which are known to create difficulties in
designing a sampler. We therefore do not expect difficulties in sampling from
the associated posterior distribution, even though programming the algorithm
is a time consuming process.

3.5 Model checking
Once a sample from the posterior distribution is obtained, the model should
be checked. This should include (Gelman et al. 1995, Ch. 6):

• Comparing the posterior distribution of parameters to substantive
knowledge or other data. (E.g. : “Is it reasonable that trucks of some
type are twice as accident prone as trucks of another type?”)

• Comparing the posterior predictive distribution of future observations to
substantive knowledge (E.g. : “Is it reasonable to predict that a truck
of particular type which would operate on a particular route will be
involved in a particular number of accidents during a five-year period?”).

• Comparing the posterior predictive distribution of future observations to
data that have actually occurred. (E.g.: “Have accidents in a particular
area actually occurred roughly twice as often in some type of traffic
environment compared to another?”)

• Comparing the actually occurred data to simulated data from the pos-
terior predictive distribution. (When data is simulated from the model
based on the parameter estimates, is that data similar to the one actu-
ally observed? If there are obvious disagreements, the structure of the
model does not capture the structure in the data well.)

12 VTI notat 5A-2003



If the tentative model is disregarded, remodelling should be considered
(Bernardo and Smith 1994, Ch. 6). The hierarchical structure of the model
as shown in Figure 1 makes it straightforward to locally refine the model and
re-estimate the posterior distribution.
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4 Use of results for marginal cost calculations

4.1 The predictive distribution
The modelling and estimation strategy outlined so far allows us to derive
properties of the posterior distribution of all the unknown quantities. As
already mentioned, the quantities of primary interested are the accidents rates
associated to the various truck types when operating in various environments,
i.e. the ρkj.
We know for any given trip the associated exposure, and it is therefore

straightforward to derive the expected occurrence of an accident from the
appropriate ρkj and the trip-related exposure. Formally, we are interested in
the marginal predictive distribution of the future observation ỹij conditional
on the (known) future exposure eij. This marginal predictive distribution will
reflect the observed variability in the accident frequencies of existing trucks,
the ambiguities in the interpretation of these frequencies, and the uncertainty
regarding the various parameter values.
It is straightforward to calculate from the predictive distribution the ex-

pected number of accidents (or any other summary statistic of interest) a
particular vehicle is involved in when undertaking a particular (given) trip.
This expected number of accidents (and possibly even its distribution) can
then be used to assess the marginal costs with respect to accidents associated
with a particular trip.

4.2 Limitations
The above suggested model allows us to jointly account for information ob-
tained from the Swedish police-reported accident register, the Swedish vehicle
register, the register of the annually mandatory vehicle inspection, and the
UVAV-survey, which contains important information about the exposure of
various types of vehicles. Our full probability modelling approach makes it
also straightforward to locally refine the model in case that any model inade-
quacies are detected while checking the model.
However, the following limitations should be noted.

• The model derives accident rates from status quo conditions only. It is
therefore not suited for identification of accident causes. For approaches
to study the causes of accidents see Hauer (1997) and Danielsson (1999).

• We have been silent on the problem of dealing with accidents were more
than one truck is involved. This is a minor issue which nevertheless has
to be approached before finalizing the model.

• Trucks which operated partly abroad may very well have been involved
in accidents without being reported in our source of accident statistics.
However, as far as marginal costs in Sweden are concerned, the accidents
abroad are of minor interest (even though accidents abroad have the
potential to generate costs in e.g. the Swedish public health-care system).
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• Trucks which do not show up at the second roadworthiness inspection
are not included in the material. This group should contain the trucks
which are demolished in accidents. It should be studied carefully to
which extend this is indeed a problem. The full probability modelling
approach here suggested allows for including only partly observed trucks,
such as those inspected once, but not twice.

• Trucks not registered in Sweden are not included in our data sources for
exposure. Nonetheless, these foreign-registered trucks are of particular
interest for marginal cost pricing. However, the partly available infor-
mation about these trucks (especially from the accident register) might
be incorporated in the model by means of missing data modelling.

4.3 Note on marginal cost pricing

The distinction between estimation of marginal costs and marginal cost pricing
should be clearly understood. At present, some aspects of marginal costs as
related to road accidents are not charged and they are therefore not accounted
for by the one who decides about a trip. Estimating their size will not change
that, and consequently, estimation of the marginal costs will not change the
behaviour of the subjects acting in the transportation system.
Suppose now that marginal cost pricing is implemented and that subjects

therefore change their choices of vehicle, route, time of transportation and so
on, in order to adapt to the charges. This will have effects on the transporta-
tion system which are very difficult to estimate.
Consider the case where marginal cost pricing has a tendency that a single

heavy-truck is substituted by three, say, lighter vehicles like vans. Not only
will that change the frequency that heavy-trucks are involved in accidents.
It will also change the total number of vehicles on the road as well as the
percentage of heavy-vehicles on that road (at least ceteris paribus). As a
consequence, a road may fall into a different warrant-class which will effect
not only the standard of the installed safety equipment alongside the road, but
also summer and winter maintenance routines with subsequent consequences
for traffic safety. Furthermore, it does not seem far fetched that more non-
passenger cars on the road will change the driving behaviour and route choice
of passenger-car drivers. In addition to this, e.g. the dynamic axel-loadings
of the increased number of vans are different from the dynamic axel-loadings
of the decreased number of heavy trucks, something which will impact on the
deterioration of the roads and pavements with subsequent changes to road
maintenance measures and cycles. Consequently, these changes will impact
also on the state of the road network, not only on the traffic that operates on
it.
Obviously, the long term consequences of any change in the road trans-

portation system with respect to safety standards and network effects are far
reaching. Reliably forecasting all these changes is a much more ambitious
enterprise than our goal of estimating the present accident rates as a basis
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for marginal cost assessment of heavy vehicles operating under status quo
conditions.
To naively charge presently exhibited marginal costs to the vehicle owners

may very well do more harm than good. Regardless, we see it as a necessity
to determine the marginal costs as they are at present, even though we wish
to make clear that implementation of the results would be a whole different
story.
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5 Conclusion
We suggested a full probability model for assessing the accident rates associ-
ated to various types of trucks. This model allows us to jointly account for
information obtained from the Swedish police-reported accident register, the
Swedish vehicle register, the register of the annually roadworthiness inspec-
tion, and the sample survey ‘Transports by Swedish Trucks in Sweden’.
The purpose of the model is to derive the predictive posterior distribution

of future observations on accidents, when a truck of a certain type is operating
in a particular traffic environment to a given extend, as discussed in Section 4.
This (marginal) predictive distribution will reflect the observed variability in
the accident frequencies of existing trucks, the ambiguities in the interpreta-
tion of these frequencies, and the uncertainty regarding the various parameter
values.
We do not expect to run into computational difficulties for the here sug-

gested tentative model. Furthermore, a refinement of the approach using more
extensive modelling of the accident-rate parameter associated to the various
types of trucks can be accomplished without introducing new concepts. How-
ever, augmenting the model with respect to missing data modelling may lead
into computationally more challenging problems.
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